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1 What Is an Inverse Problem?

Generally speaking, an inverse problem exists whenewer you want to recover somevariable or collection of
variables of interest from someobsened variables, or data. Estimation Theory also dealswith this kind of
problem. However, Inverse Theory generalizesEstimation Theory in two ways: 1) the number of variables
to recover can be in nite, 2) information lossis allowed so that without the addition of prior knowledge
(regularization), the recovery of the variables would be impossible. The secondgeneralization is the most
important one for distinguishing between Estimation Theory and Inverse Theory. The focus of this course
is Inverse Theory; howewer, due to their relationship, we can't help but intro duce some concepts equally
relevant to Estimation Theory.

A simple exampleof an inverseproblem that exposesthe fundamertal issuesis the problem of recovering
a signal from its blurred measuremen In other words, we attempt to nd m (x) after measuring,

z
dix)= h(xx xdmx)dx=h(x) m(x):

If we could nd afunction h' (x) suc that h' (x) h(x) = (x), then we should be able to recover m (x) by
convolution.

h' (x) d(x) = h'(x) h(x) m(x)
= (¥ mx)
= m(x):

So, if it's that easy then why an entire course dewoted to the problem? Well, it turns out that a linear
shift-invariant model between model and data is rare. But, even more to the point, the naive \in version"
doesn't usually work very well in practice. In the real-world, we have data that is corrupted by noise, and
models (like h (x)) that are inaccurate. Applying the naive approach can often lead to ridiculous, and even
disatrous results.

For example,supposeh (x) = u(x), then h' (x) = 9(x) (the derivative of the Dirac delta function). Thus
the inverseproblem is to take the derivative of the data: m (x) = d°(x) : Now, imagine the data corrupted
by noiseand think about how you would take the derivative of samplesof the data. If you naively multiply
by j! in the frequency domain, or take di erences you will very likely end up with ugly results (seethe
Exercises). Figuring out what to do instead is the essensef InverseTheory.

Shift-invariant, linear operators are useful examplesbecausethe Fourier domain allows us to seethe
issuesat work in an Inverse Problem in a familiar and computationally-simple setting. We can transform



the basic decorvolution problem into the Fourier domain and get
D (k) = H (k)M (k)

where
Z,
d(x)e 12 kdx;

1
Zl

D (k)

d(x) D (f)e? *d:

1

The naive inverseis to compute
M (k) = H' (k) D (k)

where clearly, H' (k) = ++~. Immediately we can seepart of the problem. Whenewer H (k) = 0; we have
H(K)

H' (k) = 1 which meanswe are going to in nitely amplify D at those valuesof k. If the model and data
are perfect, then there won't be anything at those valuesof k and analytically all is peaceful. But, add any
noiseto the model or the data, and valueswill creepinto D at the di cult valuesof k, and the naive inverse
will amplify that noise potentially corrupting the ertire result. Even if we don't have any values of k for
which H (k) = 0; there will be valueswhere H (k) and noise in those frequencieswill be amplied by
1=": So,the problem has more to do with the signal to noiseratio in D (k) falling below somenoise o or at
certain frequencies,then the precisequestion of whether or not H (k) = O for particular frequencies.

2 Ad hoc approac hes

The phrasead hcc is Latin meaning \for this." It can be usedto describe a solution approac that is not
generalbut only works this onetime. There have beenmany ad hac approachesapplied to solving inverse
problems. Almost immediately, we could imagine choosing H' (k) = W or H' (k) = % or
H' (k) = ﬁu(jH (k)j ); whereu(x) is the unit-step funciton. All of these approacheswould provide
more satisfactory results, and they are all generically called regularizing methods. The parameter is a
regularization parameter. Later in the coursewe will comebadk to someof these methods. First, howewer,
we needto lay a framework for the general solution to the inverseproblem. Then we can understand the

context in which thesead hac solutions should be considered.

3 Probabilit y as the Solution

Becausethe major concernsin many inverseproblems arise when noiseis presern in the system, we should
seard for the solution in the realm of probability theory. As a result, we will use probability to lay the
framework for solving all inverseproblems. This framework will allow the solution of every inverseproblem
to be speci ed uniquely, although we may have to modify our notion of what \the solution" actually means.
The probabilistic framework requires that all of the data and model variables be consideredas random
variables. Consequenctly in this framework, the solution of the inverseproblem is not a single value for eath
model parameter, but the speci cation of the distribution of the model (random) variables.

You should recall that the distribution of a single random variable, X , can be speci ed equivalertly by
either a cumulativ e distribution function Fx (x) or a probability density function fx (x) (where we allow the



Dirac delta function to handle casesof discrete probability). Multiple random variablesare typically handled
using the joint density function, fx (x). Using thesedensity functions we can compute the probability over
any measurablesubsetA as Z

P(A)= fx (x)dx:
A

Here, A is formally a member of a - eld which just ensuresthat the integration makessense.In practice
any useful set we may be interestedin (countable unions of boxesand balls) will bein the -eld and we can
view its introduction as a neededtechnicality only to stop the pedartic from \imagining a strange thing."

Thus, for a nite number of random variables, it is straightforward to understand that we must specify
a probability density function in order to specify the inverseproblem. What about an in nite (countable
or uncountable) number of random variables? We would have suc a situation, for example, if we wanted
to determine the conductivity, (x), at ead point inside of an inhomogeneousobject, from voltage and
measuremets surrounding it.

To solve these problems from a probabilistic setting, we must specify the distribution of a random eld.
A random eld is essetially the samething as a random processexcept instead of time, t, we use an
arbitrary multi-index, , to label the random variable. The multi-index represerts any nite number of
indices (typically 2-4). Recall that a random process,X; can be thought of as a random variable for each
value of t. Equivalertly, a random eld, X ; can be thought of as a random variable for ead value of
Notice the similarity with the random-vector casewhere we useda nite integer index, X; to specify the
random variable.

The major dicult y with specifying the distribution of a random eld probabilistically is that we can't
de ne a singlejoint probability density function for an in nite number of variables, becauseeven if we could
de ne the mapping, what would we mean by integrating over an in nite number of variables to actually
compute a probabilit y? Many yearsof thoughtful mathematics have gonein to rescuingus from this dilemma,
brought on by our desireto (ab)use our beloved notions of (in nitesimal) cortinuity. Several sophisticated
theorems|that would take ustoo far a eld to explain more fully|sho w that the distribution of a random
eld is fully speci ed aslong aswe can specify a joint density function fx x , x (X ;X ,;i00%x ) for
any (n > 0) nite collection of random variables selectedarbitrarily from the eld. In the end this provides
something we can integrate to calculate any actual probability we will need becauseprobabilities involving
an in nite  number of variableswill always be described in terms of a limit on probabilities involving a nite
number of variables.

Usually, full speci cation of arandom eld is tedious and di cult exceptin simple casegPoissonprocess,
Gaussianprocess,etc.). Instead, most random elds are speci ed either by ltering a known random eld
through a corvolutional, or shift-invariant, lter or by specifying only a few of the momernts (e.g. mean,
auto-covariance). Thus, to simplify the discussion,we will probabilistically frame most of our problems in
nite-dimensions. Then, to generalizeto the in nite dimensional casewe either apply the sameprinciples to
arbitrary nite collections of random variables from the eld, or (more often), only look at xed momerts
of the distribution which can usually be done by changing summationsto integrations.

Finally, asareminder, we will referto the fundamental theorem of statistics which statesthat if Y = g (X)
where g is a map from R"to R" and X and Y are random vectors of length n, then the probability density
functions of X and Y are related as

n

1

X
fy () = % i (x)

i Xi

w



where x; is any solution to g(x;) = y:

Usually, pdfs are normalized so that the integrate to 1. However, in certain cases,where we are only
interestedin ratios of pdfs, we will allow pdfsthat cannot be normalized (becausethey integrate to in nit y).
Sud is the casewith many distributions that are actually only de ned over a nite region, but we may for
cornvenienceattempt to extend them over in nite regions.

4 Homogeneous Distribution

It is important in what follows to grasp the concept of a homogeneousdistribution. Other writers call
this a \non-informativ e" prior (which we will make have speci c meaning by introducing the concept of
information). It describeswhat you know about a value beforeany measuremeits are ever made. Commonly,
you at leastknow something, such asthat the parameter should be positiveand nite, or that two parameters
should have some correlation betweenthem. As we shall see, this prior is at the heart of regularization,
and that regularization is essetial for obtaining a meaningful solution from the inverse problem because
fundamertally, the data doesnot provide enoughinformation on its own.

The homogeneoudistribution, is the distribution that assignsequal probability to setsof equal volume.
Here we are using the term \v olume" to describe an N-dimensional volume. If N is 1, then \v olume" is
length, if N is 2, then \v olume" is actually area.

The volume of a setis calculated by integrating the coordinate metric.

z z
V(A) = av (x) = v (X) dx:
A A

For example supposex represerts spherical coordinates. Then,

Z
V(A)= r?sin drd d
A
sothat v(r; ; )=r2?sin :
In order to assignan equal probability to subsetsof equal volume, we assignthe homogeneousgrobabilit y
density function, (x) as proportional to the di eren tial-v olume:

(x)= v (x):

Clearly, in order to assignthe homogeneoudlistribution, we must determine how distancesbetweenrandom
variables should be perceived. This is totally dependert on the problem. For someproblems, it may make
senseto assumethat all dierential volumesare \b oxes" and sov(x) = 1 and (x) = : Most engineers
typically assumethat their random variables are only related by Euclidean distance and rely on the data
and completely ignore facts that may help make di cult problemsactually solvable. If we can normalize the
homogeneousdf, then the proportionalit y constart is xed by the expression:

z
1
—=  v(x)dx:
If the right-hand side of this expressionis not nite, then is arbitrary and we canonly usethe homogeneous
distribution in aratio (or we have to be more careful about consideringthe true volume of our space|whic h
is never really in nite).



A simple example should help clarify the idea, of a homogeneousdistribution and also o er another
approach to clarifying the notion of distance. Suppose our model random variable is resitance, R: We
could equally-well choose conductance, G = 1=R, as the model random variable. Neither one enjoys the
distinction of being \the right way" to talk about the relationship betweencurrent and voltage. Therefore,
the homogeneoudistribtuion on R really ought to look the sameas the homogeneoudistribution of G. In
other words, we want

fe (x) = fr(X):

However, we already know that G (R) = 1=R, and therefore,

@ Y, 1
fe (G) = ® fr G Iy
Combining both statemerts we seethat

1
fr(x) = X_ZfR ”

A simple solution is
fr() = - = fe ();

which is the homogeneousrior we would derive by assumingv (x) dx = dex: In other words, the (informa-
tion) length betweenR; < R for this variable should be measuredas.

Z R, R2
Zdx = | -2
Ldx=log -

R1 1

instead of the simple R, R; we might have thought.

Think about what this means,a little bit. we are interestedin the current/v oltage relationship of some
bulk material and think of this asa state variable. We can equivalertly specify this state in terms of R or G.
Using R we get a distancemeasurebetweentwo statesaslog (R1=R;) = log(G2=G;) = 1og(G1=G;): Thus,
the magnitude of the distance betweenstate 1 and state 2 is equal using the distance metric log (X 1=X3) no
matter which particular parameterization we choose.

It may be counter-intuitiv e at rst, but the previous argumenrts should convince you that when you have
a (positive) parameter that can be equivalently replacedby its inversethen the appropriate homogenous
distribution is =x: There are a lot of parametersthat t into that categorization.

Notice that by taking the logarithm of the parameter:

R = log(R=Ry)
we obtain a parameter whosedensity function is

fr (X) = fr Ro€~ = ;

Roe*=

or, in other words, a constart. This suggeststhat if we want to use Euclidean distancesfor such parameters
we should instead usethe R = log(R=Rg) asthe parameter of interest.
If the =x density function bothersyou, then considerit asa limiting caseof the log-normal distribution,



just likethe constart density function could be consideredasa limiting caseof the Gaussiandensity function.
For practical purposesiit is only in highly-degenerateinverseproblemsthat the particular form of (x) plays
arole. But for theoretical purposes,the homogeneougprobability distribution is very useful.

If f (x) is a probability density function and (x) is the homogeneousprobability density function, then

=)= ()

is called a likelihood, or a volumetric prokability. It plays an important role in what follows.

5 Information Content

We will be using probability density functions to de ne a\state of information" for a random variable. It is
therefore, prudent, to quartify what we meanby information. It is relativeinformation that we are interested
in and we can e ectiv ely usethe Kullback-Liebler divergencebetweentwo probability density functions asa
measureof relative information betweenthem. Speci cally,

z

| (Frf2) = dxfq(x)log 2O
X

f2(x)

We could create a real distance metric by symmetrizing this divergenceusing:

d(fl;fg) = (fl;f2)+ | (fg;fl):

In practice however, the rst term is su cien t to convey the notion of the information increaseor decrease
implied by a changein probability density.
For example, supposef; (x) = N (myg; 1) andf, is N (my; 2); then

21 o x myt=2i " " (x mp)? (x m )2##
| (fq;f = dx —p—— o 2 ex 2 L
( 1 2) \ 2 L g 1 p" 2 % 2 %
2 1 o 2y 2 (X+ My my)? Xz#
= log -£ + p— eX=21 V% X 4 2
TS S 23 2
2 2 2
m;  mp)° +
= log 2 +( L 2.
while ) , )
my mp)°+
| (ff)=log - +° 2
sothat ) )
(mi mp)® f+ 3+ § 1§
d(f2ifs) = R B
1 2

The relative information (and the information distance) hasthe pleasingproperty that changingthe variable
y = g (x) doesnot alter the relative information.

We de ne the information content of a probability density asits relative information content with respect



to the homogeneousrobability density:
Z

f(x) f(x)
I (f I (f; )= dxf (X)log——~< =E log——=
(f) 1(f) (x)log —3 9
R
where E [g(x)] = g(x)f (x)dx is expectation. If (x) cannot be normalized then this de nition is not
well-de ned. For example, considerthe casewhen (x) = : Then,
z

I (f)= dxf (x)logf (x) log;

and the exact value of the information content has a bias depending on the choice of : If this bias is not
important to the useof information content (e.g. we are looking for a pdf with minimum information content
or comparing information content of two pgfs), then un-normalized homogeneoudistributions can be used.
The natural choice = 1lleadsto | (f)= dxf (x)logf (x)

It can be shown that when can be normalized, then

1 (f) ©

with equality if and only if f = :

6 Combining states of information

Suppose we have a random eld X and two probability distributions, P; and P, de ned over this eld
(which de ne two \states of information”). We would like to de ne an AND operation, P; * P, (called
a conjunction) and an OR operation, P; _ P, (called a disjunction) on these distributions. A probability
distribution is de ned by its nite joint probability density functions, and so we are only concernedwith
how to combine the nite joint probability density functions.

We want to de ne the operations so that they are commutative and they build on simple ideas from
logical propositions.

P.(A)6 0 or P,(A)6 0
Pl(A)=O or Pz(A)=O

) (P1_P2)(A) 8 0;
) (PL"P2)(A)=0:

A nal requiremert is that the homogeniousdistribution M should be the identit y under conjunction:
PAM=MA"P=FP:

If f1(x), f2(x), and (x) arethe probability densitiesfor thesedistributions, then

(200 = 3000+ f2(9)
\ 112002 ()
(271200 = =202

are theF%impIest forms for the probability densitiesof the conjuntion. Here is a normalizing constarnt equal
tov=dx %dw
< :



We can extend these forms and come up with medanisms for combining N probability distributions
using disjunction (OR) or conjunction (AND).

N0+ 200+ + i ()]
x)fr(x)fa(x)  fn (X)),
0 0 0

Thesetwo operations provide a logical structure for the task of combining states of information (probabilit y
density functions).

(fa_fo_  _fn)(X)

(forf2r 0 Mn)(X)

7 Disjunction and Kernel Density Estimation

One important application of the disjunction of probabilities is the concept of estimating the distribution

wish to approximate the pdf of the distribution that they were drawn from. Choose a zero-meankernel
distribution (typically unimodal and symmetric) with unit-variance represeried by the random vector, Y ;
Then, the disjunction of the distributions of Z; = CY ; + X; is a (non-parametric) estimate of the pdf that
the sampleswere drawn from. Here, C is a covariance parameter that can be altered as desired. Very often
wetake C = € where € is the estimate of covariance calculated from the data itself and < 1: The pdf
estimate is therefore:
1 X
f)=(fi_fau f0)M =5 fi(x)
i=
where
fix)= C ' fy, C *(x X))

and fy, (x) is the pdf of the kernel distribution. Common kernelsare Gaussian,triangular, and quadratic.
Two common choicesfor  (called the Scott's factor and the Silverman factor, respectively) are

N 1=(d+4)

d+ 2 1=(d+4)
2 = N
4

whered is the number of dimensionsin X:

8 Conditional Probabilit y

Some approadhes to inverse theory start with conditional probability. | agreewith Tarantola that it is
better to seeconditional probability as a special caseof the more generaloperation: conjunction. For every
measurableset, B, de ne Mg asthe probability distribution whosedensity function is

k (x) x2B;

X:
e (X) 0 x6B:



where (x) is the homogeneousrobability measurefor the space,and
1
K . (x) dx:

Let P be a probability distribution (with density function f (x)), then for any measurableset A we want to
determine

1100 809,

CrMa®) = 5
_ 10k (0.
2B (x) '
= Ef (x) dx;
AB
= EP(A\ B):

where

Z
f(x) 8(X)
7()() dx
f(x)k (x)
%7()() dx

k f (x)dx = kP (B):
B

And therefore,
P(A\ B).

(P " Mo) (A) = — ™

aslong asP (B) 6 O:
This is normally the de nition of P (AjB), but here we can derive this quantity as a special case of
probability conjunction:
P(AB) = (P " Mg)(A):

In fact, conditional probability makesuse of probability conjunction with a \hard-b oundary," which shows
that general-purposeprobability conjunction can be thought of asa generalization of conditional probability
to soft boundaries.

Someapproachesto inversetheory, use conditional probability written asP (A\ B) = P (AjB)P (B) =

P (BjA) P (A) to obtain BayesRule _
P (aB) = L BAIP(A) (Bé,A()BF)) (A),

9 Conditional probabilit y density

For later useit is relevant to consider what is meart by conditional probability density. Of course, the
probability density function of P Mg can be considereda conditional probability density function (because
we integrate it over A to obtain P (AjB)), and in fact it is lessprone to problemsthan the more traditional

conditional probability density function we introduce now. The more traditional conditional probability
density function is f (ujv) which technically involvesa limit asthe setB! fv :v = vgg: How this limit is



taken is important, and inconsistert de nitions of this limit have led to \paradoxes" in probability theory.
With the understanding that f (ujv) is f (ujv = vo) we can write

f(u;v)="f (ujv)f (v) =1 (vju)f (u)

wheref (u;v) is the joint density and f (u) and f (v) are marginals. From this expressionwe we get a form
of Bayestheorem for probability density functions:

F(vju) f (u)
f(v)

which is often usedasa basisfor inferencetheory. It is conveniert in that it showvsrather explicitly the pdf of
the model u giventhe measuremen, v, which we have stated is the answer to the inverseproblem. Howevwer,
becausethis version of Bayestheorem is even lessgeneralthen the one involving subsets,which in and of
itself is lessgeneralthan conjunction of probabilities, in this coursewe will prefer conjunctions of probabilites
to help us undertand the inverseproblem, but will occasionally make use of conditional probability when it
is corveniert. In particular, in linear spacesthe useof conditional probability is always safe.

f (ujv) =

10 Forward Problem

The forward problem is formally de ned asthe joint probability density of (noise-free)data, d; and model
parameters,m: This is written as (d;m) and providesthe \theory" that we useto assa@iate someobserv-
able, d, with our fundamertal model parameters,m: This theory might be a formal physical or mathematical
theory, or it might be only an empirical histogram approximating the joint pdf. The generalinverseproblem
theory we are using allows both interpretations. Notice that in our de nitions, uncertainty on the measure-
ment d due to instrumentation noiseis not included in  (d; m): The uncertainty implicit in this joint-p df
is \mo delization" uncertainty, only. There are three situations of generalinterest as described below.

10.1 Empirical Histogram

In this situation, rather than a formal theory, we have collected a large number of measuremets over the
spaceD M. A (normalized) histogram over this spacecan be directly assa@iated with  (d;m):

10.2 Exact Theory

If the formal theory exactly identi es for eadh model parameter set, m; a particular obsenabled = g(m)
then we may write

(d;m)= (d g(m)) m (m):

Somecare must be takenin interpreting this delta function whenit is integrated by making use of the fact
that

(X xi)

JTO(xi)]
where x; is a solution of f (x;) = 0; and jf°(x;)j is the determinant of the Jacobian (matrix of partial
derivatives) evaluated at x;:

X
(f() =

10



10.3 Fuzzy Theory

If for eadh xed model parameter, m; we can de ne a probability density function for the obsened data, d;
then we may call this density function (djm) and write

(d;m)=(djm) m (m):

For examplewe may assumethat (djm) is Gaussianwith meang (m) and covariance matrix Cy; then

@m= ep 3@ gm) CilE gm) w(m):

11 Measuremen ts and Prior Information.

The secondpiece of information we useto formulate the inverse problem is the joint density function of
measuremets and prior information over the spaceD M: (d;m): Most commonly (but not always) the
measurememrdata and prior information are independert and thus we may write:

(d;m)= p(d) m (d):

Often the measuremelts are assumedto be Gaussian (in a linear space)with a mean of the actual
obsened value d, and somecovariance matrix:
d) = Yy dgpeTCotd d
p(d)= exp > obs ©b obs
Or if outliers are presen, the should be assumedto have a longer-tailed probability distribution sucd asthe
generalizedGaussian(with independencebetweensamples):
0 4 d pl
Y P 1 %  Dopsi
D (d) = p'i ex @ _7’35'
25 (1=p) B (o)
The generalized-Gaussiaris the pdf (in alinear space)with minimum information cortent with xed |,-norm
estimator of dispersion Z,

) F)ix xo” = ( o)°:

You should prove this assertion.
By prior information, we mean a density function for the model parametersthat is obtained outside of
this current set of measuremets. Perhapsthis density function is just the homogeneousdensity function:
m (M) = n (m): Or, this density function might embody someenforcemen of correlations that exist in
the data:
v (M) = (2 )n=2IO detCy exp %mTCMlm

11



12 Inverse Problem Solution

The general solution to the inverse problem is thus found by combining the theoretical state of informa-
tion with the measuremem and prior-knowledge state-of information. This results in a posterior state of

information:
(d;m) (d;m),

(d;m) °

(d;m) =k
where the normalization constart (if we needto actually compute it), is

(d;m) (d;m)

@m dddm:

1_
==

Once the posterioir information in the D M spaceis obtained, the marginal density functions can be
obtained as
Z
dd (d;m);
ZD
dm (d;m):
D

m (M)

p (d)

There are some special casesof the above solution that are worth discussing. All of these casesassume
independert data and prior information and independent homogeneoudistributions on data and model:

(dim) = p(d) m(m)
(dim) = p(d) m(m):
12.1 Fuzzy model
In this casewe take
(d;im) = (djm) wm (m);
to give
m(m) = ky(m)L({m);:
_ p (d) (djm).
L(m) = dd—D @ ;

where L (m) is sometimescalled the likelihood-function and gives a measureof how good a model mis in
explaining the data.

12.2 Small modelization uncertain ties

In this casewe additionally take

(djm) = (d g(m));

12



sothat
p (g (m))

()= = )2 G

which in the caseof a linear data-spaceis
w(m= 2 m) o(gm):
In both cases is an appropriate normalization constart. Both of theserelations can also be written as
m(m)=k m (m)L(m)
where L (m) is the likelihood function :

_ b (g(m)) .
LM = gy’
12.3 Small data uncertain ties

Sometimes,the data is very good, but the model is not, in which caseit makessenseto use

D (d) = d dobs

and .
dopgm

m (M) =k m (m) > dop
obs

or
m (M) =k m(m) dopgdm

when the data-spaceis linear. Again we can write
m (M) =k m (M)L(m)

where L (m) describeshow good a particular model is at explaining the data.
Thus, in general,we will write the inverseproblem solution as:

m (M) =k m (M)L(m):

Notice that this is comparableto the conditional-probabilit y-density-function approach wherein we write the
posterior density in terms of the prior density and the likelihood-function.

f (mjd) = kf (m)f (djm):

12.4 Gaussian models

Someimpressive simpli cations are possiblewhen we assumeGaussianmodels for data, theory, and/or prior
information. If d = g(m) is alsolinear: d = Gm ; then we obtain the celebrated Wiener lter from the
inversetheory.

13



12.4.1 Gaussian modelization and observ ational uncertain ties

Suppose p (d) = 1 and

. 1 1
@m = PP 3@ 9 Cid g(m)
T
1 1 1
p(d) = @ )nzzvmeXp 5 4 dops Cp' d dgps

then (seeExercises)

1 T
m(M)=m(m)exp > dops 9(m)  (Ct+Cp) ' dgps 9(m)
where is a normalization constart

12.4.2 Additionally:  prior is Gaussian.

If the prior model spaceis also Gaussian:

1
"~ @)=Y detcy

1
exp E(m mo)T CMl (m  my)

m (M)
then the resulting pdf is and exponertial
m = kexp( S(m))

where S (m) is the sum of squares(mis t function):

h [
S(M)= 3 dobs G(M) (Cr+Co)  dops G(m) + (M me) Cpl(m mo) :

13 Gaussian assumptions and g(m) is linear

Given Gaussianmodel assumtions on the data, the theoretical noise,and the prior information. If d = g (m)
is also linear sothat d = Gm; then only in this caseis the nal posterior pdf also Gaussian. It can be
written

- 1 1 Te 1
M(m)—mexp 2(m m) C “(m m)

Determining m and C is straightforward. We identify that in the linear case:

2S(M) = dgps GM ' (Crp) * dgps GM +(m me)' Cul(m  mo)
m' G'C5G+Cy' m mTG'Crfdgps MTCy'mo dfp CrpGm

T 1 T 1 T 1 .
Mo Cym+ dopCrpdopst Mo CyMo:

which should also equal
m'Cm m'Cm m'C m+m’'C m:

14



Thus, we canidentify (Ct + Cp Ctp):
c '=G'c;5G6+cC,t
and

C'm = G'Cijdgpst Cu'mo

GTC,LG+Cy' ' GTCrhdgpst Cplmo :

3
[

13.1 Wiener Filter

The posterior covariance matrix is
c= G'c;le+c,t

The Matrix InverseLemma states that if
E=A '+BD IC

then
E'=A AB(D+CAB) 'CA:

Using this lemma, we can write:
C=Cw CuG' Crp+GCyGT 'GCy
Also, note that (trivially)
G'C;3 GCyG"+Crp = G'C;5G+C,! CuG"

and therefore
CuGT GCyGT+Crp "= GTCc iG+cC,t GTC,d:

Thus,
m = G'C.LG+C,' ' G'Ciidgpst Cplmo
= me+ GTC;3G+C,' 'GTCL dgps GMo
= mMe+CwG" GCwG  +Crp  dgps GMo
where

1
G'c,iG+c,t 7;
1

Cu CuMGT Cip+GCMGT "GCw

O
|

This is the general-purpose Wiener lter that shows how data updates both the prior knowledge of
m, and it's covariance as long as we have a linear relationship between model and data and we make
Gaussianassumptionson all the joint density functions. Becauseof the status of the Gaussianasa minimum
information density function, it is alsothe appropriate choiceif we only specify up to second-ordermomerts.
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13.2 Kalman Filter

The Wiener lter is alsothe basisfor the Kalman Filter, and soit is worth mertioning here. A Kalman Iter
is a meansto nd estimatesof the current state, xi, of a systemfrom measuremets z, and past estimates
of the state usedas prior knowledge. This all asumesthe \state" of the system can be modeled as

Xk AyXyk 1+ ByUk 1

Zy HkaZ

If Gaussianassumptionsare made throughout (i.e. minimum information pdf in a linear-spacewhere only
meansand covariancesare speci ed), then the Wiener Iter shows how to make an estimate of the current
state from the measuremets and any prior information. The prior information is assumedto be given by
updating the previous estimate of the state.

Using zk for dgpgH for G; xi for m; Py for C, R for Cp and HQH T for Ct (sothat Q represerts the
uncertainty in the state equation), we can write the \measuremert-update" portion of the Kalman lter,
using the Wiener lter from the measuremets as

Xk

Pk

Mo+ Kk (z« Himy);
(I KgHy)Cw:

where we have de ned the Kalman gain as

1
Kk=CuHE R+ Hg(Cw + QHE

The prior distribution on Xy, speci ed by m, and Cy, , is determined by updating the previous estimate
using the state equation:

Mo
Cwm

Agxk 1+ ByUk 1;
APy 1A]:

Thus, the complete recursive equations for the state estimate and its covariance are

¥k = (I KiHi) (Akxc 1+ Bruk 1) + Kgzg;
P« = (I KyHk) AP 1A];
Kqe = AgPyx 1ATHT R+ Hy APy 1AT +Qp HT

The recursion can be started choosingxy = 0 and Py = | or more sensiblechoicesif you have them.

There are other ways to formulate the Kalman lIter but we can recognizethat, at its root, the Kalman
Iter usesa state-equationto determine prior information from past estimates. In addition, with the standard
Kalman lter, linear and Gaussianassumptionsare also usedthroughout|resulting in a systemthat tracks
the posterior Gaussianpdf.
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13.3 Wiener lter in the frequency domain

It is alsoinstructiv e to write down the Wiener lter when the linear operation is Toeplitz sothat a Fourier
domain exists. In order for the Fourier-domain to exist for the noise, we must also require that the noiseis
wide-sensestationary sothat the covariance matrices are also Toeplitz. In other words, we replacethe nite
systemwith an in nite systemand compute in the Fourier (eigervalue) domain.

Z
Gm ! hix xYmx9dx®!t H (k)M (k);
Z
Ghm 1 h (xX° x)mx%dx°t H (KM (k);
Z
C () ! ct(x x9()dx®! ()=C(Kk)

where C (k) is the Fourier transform of the wide-sensestationary covariance function c(x) where
Cuxo= E[ZxZxo]=c(x x9:
With these substitutions, the Wiener Iter becomes:

H (k) Dgps(k) H (k) Mo (k)

iH (0" + S

M (k) = Mo(k)+ (1)

where

_ Cro (k) _

C k)= - 2 Cro(k)’

JH (K" + T
Cm (k) Cro (k)

Cro (k) + Cw (k) jH (K)j*

Cyr (k)

As we will see,this is a form of Tikhonov regularization with the regularization parameter given by the ratio
of the power spectrum of the noiseon the theory+data and the prior model: (k) =Ctp (k) =Cy (k) :

14 Coming full-circle

In Equation (1) we have a more meaningful probabilistic answer to the question of how to estimate M (k)
from D (k) that allows us to properly account for prior knowledge (albeit in a limited Gaussiansense).An
answer is to subtract the \prior* mean-data, H (k) Mg (k) ; from the current data; Iter with

H (k)

H' (ks ———2 -
(k) iH (K7 + (k)

and add the result badk to the \prior* meanM (k) : Here (k) is chosenbasedon the ratio of noisein the
data to assumeduncertainty (including correlation) in the prior. Very often, the prior meanis assumedto be
0 sothat the rst and third stepsare unnecessaryIn addition, it is commonfor the noiseon the theory and
data to be assumedwhite sothat Crp (k) = 2: Thus, (k) = Ts(k); whereCy (k) = Ffcy (x)g givesthe
power-spectrum of the correlations expected on for the possible model functions. A simple two-parameter
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model can be obtained using the Fourier transform of (j j < 1)

o ()= { M
which is 52 |
Cu (K) = T
(log )"+ (2 k)
Under thesesimplied conditions (and assumingMo = Oanddening = 3= 2 log ) weget
v ()= — 1 OB | @)
JHK)j"+  (og )"+ (2 k)
with >
Cy (K) = —h d_

(109 >+ @ K7 +H (OF

The parameter is the ratio of noisein the data to assumeduncertainty (including correlations). Smaller
values of imply either less noise on the data or more uncertainty in the prior, or smaller correlation
distancesin the data (which increaseslog ).

15 Exercises

1. The log-normal probability density function is

!
2

f(X:X0:S) = - ex 1 iog X
Calculate the conjunction of two log-normal probability distributions (with di erent but generalvalues
of Xxg and s) for a Je rey's quartity and plot the resulting pdf using xo; = 2xp2 = 1.0 and s; = 2s; =
1.6.

2. Shawvthat if p (d)isGaussian,N dgy,gCp ;and (djm)is Gaussian,N (g(m);Ct), and p (d) =
1, then

1
Z dgps 9(M) T (Cr+Cp) * dgps (M)

w(m= o (mexp 5

You may nd Appendix 6.21in Tarantola helpful.

3. Determine the pdf with minimum information content (relative to (X)) subject to the restrictions
that
z
xf (x) dx

Xo
Z

1
o

(x  xo)(x xo)' f (x)dx

You may nd Appendix 6.26in Tarantola helpful.
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4. In this problem, you will experiment with taking derviativ es of noisy data in 1d. Consider an exact
model
m(x)= [2 sin(2 x)+ xcos(2 x)]e X2

with exact data given by z,
d(x) = m (x% dx°= cos(2 x)e * =2
1

Add Gaussiannoise (with standard-deviation 10% of the peak) to (at least 256) samplesof the data
(between-4 and 4) and compareestimating the derivative using an exact inverse- Iter with the deriva-
tiv e estimated using the Wiener Iter de ned in Equation (2). Experiment with di erent valuesof
and and show the results comparedwith the exact derivative given by m (x) : Don't forget to show
the varianceson the estimatesof the derivative. Comment on what you learn. Note that
z 1
d(x) = ux  x9m(x9dx®
1

5. 2-d (image-based)inverse-problem: Selecta (gray-scale)image of your choiceand blur it with a system
whose (2D k? = k? + kZFourier-domain responseis

H (k) = §48(k)
< 1 L2 HP 1
7 Jki© ki3
pk) = q? T .. i
iokj® oz jki> 3

wherek is givenin normalized coordinates (so that k = 1 is the Nyquist frequency). Add 1% (of peak)
noiseto the result and try to invert the blurred and noisy image using an exact inverseand a Wiener
Iter.

6. Usea Kalman lter to estimate the state, xx for the model

" #
. = 1 0:5 «
“ 03 09 “F
assumingthe measuremets are h i
k= 2 1 X

Assumethe noiseon the state-equationis N 0; 21 and the noiseon the measuremets areN 0; 3l
where ;= 0:05and , = 0:1:
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